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Abstract

Transactiortimeis thetimeof datatasetransactimsthat
create modify or destoy facts. It is usedto recod when
factsexistin a datalase Accouring for transation time
is essentiako supprting audt queriesthat delveinto past
datebasestatesand differertial queriesthat pinpant dif-
ferenceshetweertwo states.In a webcortext, transaction
timeis a problemaic concep becausehere are no trans-
actiors. Browses and other consumes of web data can
observesnapshotefresouceslike XML documentsbut are
rarely activeparticipantsin their creationor destruction.

This paper presentghe TTXPath data modeland query
language. TTXPath extendsXPath with suppat for transac-
tion time XPath is a specificion language for locatiors
in an XML document. It servesasthebasisfor XML query
languageslike XSLT and XQuery XPath hasno tempoel
semanticsTo constructa TTXPathdatamodel snapshts of
an XML documat are obtaired over time by an observer
The snapsbts are then meiged and transactiontimesare
associatedvith each edge and node The TTXPath query
language extendsXPath with a transactiortime axisto en-
able a queryto accessastor future states,and with con-
structsto extract and compae times. TTXPath maximally
reusesxXPath hencethe charges neeced to suppat trans-
action time are minimal and TTXPath is fully badkwards-
compatible with XPath.

1. Intr oduction

The World-Wide Web (“web”) is the largest,mostfre-
quently used, text-basedinformation resource. The web
currently has severd million seners providing accessto
several billion docunents. Many of these documents
corform to the HypaText Markup Languwage (HTML),
but in the nearfuture the ExtensibleMarkup Langlage
(XML) [32] is expectedto replaceHTML asthe mark-up
languageof choicefor webdocumentg3, 11]. XML is also
expectedto becomeanimportari languagefor webdataex-

chang.

Thedatabaseesearclcommunity hasbeenactivein ap-
plying databaseonceps andtechniqesto the web [14].
The expectedgrowth of dataencoaédin XML hasinspired
several new datamodelsandquel languag@s. Semistruc-
turedandunstructued datamocels, basedon gragh repre-
sentationof data,have beenadwocatedfor managng and
guering datathat lacks a rigid schemasuchas dataen-
codedin XML [1, 6, 7, 14, 20, 24, 28]. Previousresearch
hasshavn thatmuchof XML canbemappedto andfrom a
semistructued datamodel[28].

Over the pasttwo decadeghere has beena substan-
tial amourt of researcton exterding database$o supprt
time [17, 21, 27, 26, 29. This researchhasled to the
developmert of transactiortime datatases[19, 22, 25].
Transactio time is thetime whena particularfactis stored
in a databaseand consicred curren, i.e., the time be-
tweenwhenit is insertedand deleted(an update is mod-
eledasa deletionfollowed by aninsertion) Very briefly,
atransactiortime databasestoresall of the paststatesof a
databasendallows queriescalledtransactioniimeslice,to
retrieve ary desiredpaststate.

This paperpresentsan XML quey langwage and data
mockl thatsupprtstransactio time calledTTXPath. There
are mary proposedquery langwagesfor XML [1, 4, 20,
28, 30, 31, 33, 34]. All of theseproposalslack tempo-
ral semantics. We have previously describedand imple-
mentedan SQL-like querylangwage called AUCQL for a
semistructued databasehat includessuprt for transac-
tion time [13]. In this paperwe exterd XPath [30] with
concets borrowed from AUCQL. XPathis a specification
langwagefor locationsin an XML docurent. It senesas
the basisfor XML quey languageslike XSLT [31] and
XQuery[34].

Transactiontime is a prablematiccorceptfor the web
becasetherearenotransaction. Browsersandothercon-
sumerf webdatahave readaccesgo data,but rarelycan
insert, upcate, or deletedata. Updatesto web dataareir-
reguar, ad-ha, andhiddenfrom reades of thatdata. To
remaincurrent with a constantlyevolving datasource the



datais occasioally re-read andreplacesor addsto a lo-
cal datastore. We call sucha readeran observat system
An obsenart systemis a systemthat canobsere databut
(gererally) cannd modify it. A web browseris an obser
vant system.It readsdatafrom the web but canrot updae
thatdata(HTTP PUTsarerare). A websener (anHTTP
sener) is alsoan obserant system[12]. A web senerre-
spordsto anHTTP GET by readinga resouce from local
storage but it is unirvolved in an updateof thatresource.
Obsenantsystemsareeasyto deplg/ on theweb but must
detectupdatesiuringareadby comparingthe currentstate
with thelastobsered stateof the sameresouce. A differ-
encedenoteghatanupdateoccured sometimen the past.

In Section2 anexanple is givento motivate the utility
of this researchNext thetime anddatamodelfor TTXPath
arepresented The TTXPath datamodel is a snapshotiata
mocel thatexterdsthe XPathdatamodel. In Section5, the
tempaal quel languageextensiors are sketchedand sev-
eralexanple queriesaredescribedThe pagerthenpresents
relatedwork andconcluces.

2. Motivating Example

To exemplify ourdatamodé, considethefollowing sce-
naria regi strar.wsu. edu is a site that offers XML
dataon coursegaugh during the currentsemesteat \Wash-
ington StateUniversity (WSU).New couisesareaddeceach
semesteto the site andold coursesareremoved. Updates
to repar incorectinformationlike misspelling are infre-
quent. studentlife.wsu. edu is a portal that pro-
videsinformation for studentsat WSU. Someof the infor-
mation comes from obseving the dataavailableat r eg-

i strar.wsu. edu. Sererd timeseachsemestercourse
datais uploadedfrom r egi strar. wsu. edu to st u-

dent|ife.wsu. edu. In Fall, 2001, thefollowing XML

wasuploadkd (the XML hasbeenkeptvery simplefor ex-
positol purpces).

<?xm version="1.0">
<regi strar>
<depart nent >
<cour se>
<prerequi site>CS223</ prerequi site>
<code>CS451</ code>
<teacher>Julie</title>
</ cour se>
</ depart nent >
</registrar>

Notethatthe abore datadoes not have ary explicit tempo-
ral information, thatis, thereareno timestampsn attribute
valuesor in elemem content.

Figurel sketcheghe (logical) treestructue of the XML
fragment(excluding whitespace)Thecurrentcouseinfor-

mationis displayedn thetreein theforeground. Eachnode
in thetreecorrespondgo anelementor valuein the doau-
ment. Thetreein thebackgoundis theold courseinforma-
tion for Spring,1999 For the currert semestetinformation
abou a prereqisite course hasbeenaddel andtheteacher
upchated.

Sureshs astudenatWSU.Hewouldliketo takeacom-
putersciencecourseasan electve to comgete his degree.
UnfortunatelySureshhastakenall of the computerscience
cousesoffered in the previousthreeyears. If thereareno
new compuer sciencecourseshewill have to take a Math
cousiseinstead.To find outabou new cousses,Sureshvisits
the studen life portal and would like to posethe follow-
ing quey (in the appopriateXML quey languae): “Are
thereary coursesthat are offeredthis yearthat have not
beenofferedin the pasttwo years?"To evaluatethe query
current informationwill have to be comparedaganst that
availablein the past.This kind of queryis calleda differen-
tial query Differertial queriesareusefu in mary contets.
Sureshmay be concermd abouthis financesand wish to
identify trendsin stocksthathe owns. Or hemaybeaNap-
steruserandwould like to find the songsaddedsincehis
previousvisit to the Napstemwebsite.

Suresh is also interested in retrieving changs
made to his grades for the Spring 199 semester
regi st er. wsu. edu currenly shovsthatheearneda B
in programmirg, but Sureshs pretty surethathegotanA.
He woncersif andwhenthe grace was changd. Suresh
wouldlike to make anauditquery An auditquey rolls the
databackto somepaststate,in Sureshs caseto Summey
199 when Spring gradeswere posted. Ideally, the quay
will also generatean audt trail that shavs changs over
timeto selectedlata.

Thekey contrikutionof this papeiis thatit describesiow
to suppot thekindsof queres of interestto Sureston data
thatlacksexplicit timestampsn an obsenant system.We
could assumehat explicit timestampsvere presentin the
data(this is the startingassumptionin tempoal databae
research Alternatively we could suggesseveral rigorous
stratgjiesfor specifyingsuchtimestamp [15]. But in this
paperwe do not make suchan assumptiomor do we dis-
cussalternatvesbecageourfocusis onthe current stateof
XML. Lots of XML datacurrently exists without ary ex-
plicit timestamps.Evenwhena timestampis presentthe
structue and semanticsof the timestampwill likely vary
from docunentto docunentsincenore of theXML schema
langlagescurrenly proppsedhavetempaal semantic$18].

Althoughthereareno explicit timestampsn mostXML
data,anobserantsystemhasaccesdo atleasttwo implicit
timestamps.If the XML is storedin afile (which is often
the case) thenthe file’s modificationtime is a timestamp
thatdendestheearliesttime atwhich thatdataexisted. The
HTTP 1.1 protacol providesa mecharsm for recoveringa
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Figure 1. Two snapshots of the XPath data model for the example fragment

reqestedresouce’s modificationtime (whichis importart
for caching. The secondmplicit timestamps thetime at
whichthe datais readby theobserer.

Both thereadandmodfication timestampsarefrom the
transation time domain. Thatis, they concen thetime(s)
whenthe dataexisted at the datasourceandwhenit was
retrieved by a browser In contrat a valid time times-
tampwould denotewhendatais truein somemodeledre-
ality [16]. In theabove scenaridnvolving coursedata,the
distinctionbetweerthesewo differentkinds of time evapo-
ratessinceit is assumedhatdatais availablefrom thesener
only whenthat datais valid. Saiddifferertly, a couseis
addced to the sener whenit is currenly beingoffered, and
immedately removedonceit is nolonger offered

Thetechniqee proposedin this papeiis to utilize theim-
plicit timestampsgo build a transactiortime history for a
doaument. Figure 2 shavs the transactiortime history for
theexamge datain Figurel. In Spring,199 the document
is created.In Summey 20 the obsenant systemreadan
undchangedversion of the document (the file modfication
time wasstill Spring,199). But in Fall, 2007, it wasread
agan andthefile modification timewasFall, 2001 (thedoc-

umert wasobsenedassoonasit wasmodified. Sincethe
docunentwas accesseanly threetimes, mostof the his-

tory is unotsened, andtherebre hasto be inferred. The
areashadedyray depictsthe known history. Informationis

known if it is unchangedbetweenobsenations. The areas
not shadedgray represehan assumedhistory In this pa-
perwe malke the following assumptionwhich we call the
contiruity assumptioninformationis assumedo exist un-

til explicitly modified TheteachemdataaboutMigud was
known to exist from Spring,1999to Summey200Q Since
thedocunentwasnotreadbetweerSummer2000andFall,

2001 we assumehat Miguel remans the teachemntil the
documentwas modfied in Fall, 200L to insertJulie asthe
teacher Becauseof the contiruity assumptionthe status
of Miguel beinga teacheris recoraed as assumegdrather
thanknown from Summer2000to Fall, 2001 In Figure2,

the assumedlatais the areastippledwith dots. The con-
tinuity assumptiorcanbe further classifiedasoptimisticor

pessimistic The optimistic contiruity assumptionis that
evety modificationof the documentis obsered. The pes-
simistic continuityassumptions thatthe obserantsystem
mightmisssomemodfications. In thecontet of theexam-



Figure 2. The TTXPath data model for the example fragment

ple, if the obserant systemadmts an optimistic contiru-
ity assumptiorthenthe datawas modifiedonly in Spring,
199 andFall, 2001 This impliesthatthe portions of the
treethatremainunchagedin bothmodifications shouldbe
known ratherthanassumed.But with a pessimisticconti-
nuity assumptia the datacould have beenarbitraily mod-
ified mary timeswithout beingobseved. In Figure 2 the
areawith a brick patternhasa known statusunder an opti-
mistic contiruity assumptionbut is assumedincer a pes-
simisticcortinuity assumptionsincethis pottion of thetree
did not changein the secondmodification The areawith
a dot patternhowever is assumediataunderboth the opti-
mistic and pessimisticcortinuity assumptias sinceit was
certaily changd by somemodification. In the remairder
of this paper we will adop the pessimisticcontiruity as-
sumptia. Section4 describeghe datamocel in detail. Fi-
nally, the lifetime of eachnoce in Figure?2 is depictedas
apipe. In aTTXPath quey, a pipe canbe traversedto ac-
cesspastor future versiors of a node Section5 discusses
thequely languageandgivesmary exanple queies. In the
next section,the time mockel we usein the paperis intro-
duced.

3. Time Model

An obsenrantsystemonly occasionly obseresadoa-
ment. Eachobsenrationyieldsinformationabou the dow-
mentasit existsatasinglepoirt in time, whichwe will call
the readtime. The obsevation may alsoyield meta-data
abou the docurent. In the HTTP 1.1 protacol animpor
tant pieceof meta-d#a thatis obtainedis the modificdion
timeof adocunent. Themodficationtimeis thetimewhen
thedocunentwaslastmodified Wewill call eachobsered
modfication a new observedrersionof thedocunent.

Notationally we will representhe history of an XML
document, , asasequene, whee is
the modification time of obsened version and is the
(mostrecent)readtime. Subsequernread on an unmali-
fied versian will pushthe readtime later. Without loss of
geneality, we restrictthe discussiorto a single XML doc-
umert from a single sener sincea docunent history with
nestedsub-de@umerts residenton different seners canbe
viewed asa singledocumentwith a globalhistory of reads
andmodificatiors on ary of the sub-dcumaents.

The readand modification times are usedto construct



a usefulclock calledthe version clodk. The version clock
keepstime in the obsenart system.The modificationtime
comes from the clock on the file systemat which the re-
soure resides,while the readtime is from the obsevant
systems clock. (It doesnot matterif theseclocksaresyn-
chranized,however, we stipulatethatif the readtime of an
obsevedversionis earlierthanthe modfication time, then
it be adjustedo the modfication time.) The versia clock
adas oneclock tick for eachversion andtells time by re-
potting the modificationandreadtimesfor thatversion.

Definition 3.1 Theversionclock, , isapartialfunc-
tion corstructedfrom the history of a well-formed XML
doaument, , asfollows:

O

Thereadtime andmodficationtime canbeusedto infer
knowledgeabaut undsenedstatesf thedocunent. If the
doaimenthasnot beenmodified sincethe last read then
it is knownthatthe current obseved versionis the version
in existencesincethe modificationtime. If the document
hasbeenmaodified since the last read, then the evolution
of the docunentis unknowvn betweenthe readtime of the
previous obsered versionandthe modificationtime of the
currentobsered version. Oneor more transitoryversiors
may have existedduring thattime which the obserantsys-
tem missed. An optimistic obsever will assumethat no
versionswere missed.We distingush betweerknowvn and
assumedersiors of adocument.

The read and modificatian times are kinds of transac-
tiontime. Researcln temporddatabaselkasidentifiedtwo
primary, distincttime dimersions: valid time andtransac-
tion time [16]. Valid time is the real-world time of a fact,
wherastransactiortimeis thedatabaséime whenthatfact
waspresehin thedatabae.

In this pape, the transactiortime donmain is a setof in-
stants, The until charged
varigble, uc, representshe everchangimg currenttime [9].
In contrastto traditiond tempaal databaseesearchthe
transactio-time domainendsat  thus permitting future
transactio times. This enable documentauthos to setex-
piration timesfor documentsandto schedile documentsfor
future release.

In this paper exanple timeswill be represeted using
Gregorian calendarcorventionsin the grarularity of days,
soeachinstantin thetransactiortime domaincorrespads
to aday In practice theliteral represetationandgrarular
ity of timesin thetransactiortime domainis systemdepen-
dert, with a grarularity of UTC secondsanda Gregarian
calendr representatiorbeingcomnon.

4. Data Model

A well-formedXML documentis a collectionof nested
elementsAn elemen begins with a starttagandendswith
a pairedendtag. Betweenthetags,an elementmight con-
tain conten, thatis, text or otherelementsThe XPathdata
mockl is comnonly assumedo be an ordeed tree. The
treerepresentghenestingof elementsithin thedocunent,
with elementorrespndirg to noces,andelemen content
comgrising the childrenfor eachnoce. Unlike a tree, the
children for anoce areordered basedbn their physical po-
sitionwithin thedocunent.

Unfortunatelythe XPath recanmendhtion[30] doesnot
provide aformalmodel.Below we give onepossiblemodel
thatomitsdetailsextraneousto the aimsof this paper

Definition 4.1 TheXPathdatamodel, ,forawell-formed
XML docurent, , is afour-tuple, ,
wherethetuplemembes aredefinedbelow.

is a setof nodes of the form where is the
nockidentifierand is anordinalnumter suchthatfor
all , startsbefore inthetext of
iff

is asetof edgesf theform , where

and isanordinal numterthatcapturesheordeing
amory theedge emanéing from . An edge

meanghat isaparenof . Intermsof it repre-
sentsthat is in theimmedate contentof . Among
thechildrenof , isbefore in iff for

and ,

Thegraph, , formsatree.

is the information setfunction which mapsa node
identifier to an informationset An information set
is a collectionof propertiesthat aregeneatedduring
parsingof the docunent. For exanple, an element
nock hasthefollowing properties:Value(theelements
name) Type(element) and Attributes(a setof name-
valuepairs,in XPath, attributesareunorcered).In fu-
ture, it maybe possibleto dynamically extendthein-
formation set (the XML Information Set proposal is
available from the W3C but is undegoing extersive
developmert).

is theroot, i.e., is the data
modé root, ratherthanthedocumentroot (thefirst el-
ementin the document)sincea documentmaycontain
processinginstructiors andcommers befae the first
element. O

The TTXPath datamockl is an extensionof the XPath
datamocel. To capturetransactiortime, we definea simple
shapshbdatamodel.



Definition 4.2 The TTXPath data model, , Is con-
structedrom the historyof awell-formed XML docunent,
, Where is the modified time
is the readtime. The datamodelis
, Where is a partial function that
mapsatransactiortime, , to anorderel pair

of version and

is theXPathdatamocel thatwasin existencgeither
known or assumegattime . s referedto asthe
shagshotof attime .

is the statuswhich s eitherknownor assumedThe
statusis knownif there exists some suchthat
. The statusis assumedor all other

valuesof between and is uncefined
for all othervaluesof . O

There aretwo thingsto obsere aboutthis datamodel.First,
it is alinear, notabranching, historyof versiors, A brarch-
ing history is onewheremore thanoneversionof a docu-
mentis considerd curren simultaneosly, perhag dueto
theindependen editing of local copges by multiple editoss.
Secondeachsnapshbis an XPath datamocel. The XPath
quey language,and query langua@s that use XPath, are
well-defiredfor snapshts.

The dravback of the snapshotdata model is that, if
naively implemernted, it would needa lot of space.A doc-
umert may chang very little whenit is modified. One
way to recop somespaces to meige versiors by identi-
fying thoseportiors of the datamodé that are unchanged
by a modification. Idertifying which portiors remainthe
sameis a challengng problem Nguyenet al. have devel-
opal anefficient XML ‘diff’ techniqe to (approimately)
identify change[10]. Anotherappoachisto trackchangs
by defining (pesistent)keys for elementq5]. We assume
that somemethal exists for identifying change in nodes
andedge betweerversiors andutilize thatmethodto build
a space-rduceddatamodd. The space-educedmockel
simply merges information comman to consecutie snap-
shots,andrecord the lifetime of eachnodeandedgewith
atransactiortime interval.

5. Query Language

In this sectionwe introducethe TTXPathquel langlage.
TTXPath extends XPathwith constricts to querythe trans-
actiontime. Thelangageis desigredto meetseveralgoals.
Firstandforemost,it hasto befully compatiblewith XPath.
Existing andfuture XPath queriesshouldwork exactly the
samein TTXPath. A secondar goalis thatthe extensiors
shoud bebothminimd, to rediwcetheconcepual overhead,
andefficient. Our designreusesXPath wheneer possible.
The geneal ideais that transactia time will be usedto
chasea snapshotand XPath usedto querythat snapshot.

A third goalis thatthe extersionsshouldincludeall “use-
ful” constrets. Those constructsshouldbe favoredin ab-
breviatedsyntax.Of lesserimportarce, at this time, arethe
competenesandexpressvenessof the queay langlage.In
future, we will addresstheseproperties.

Thepresentatio in this sectionis somevhat backvards.
First, exanplesof TTXPatharegiven. Next abrief oveview
of XPathis givenfollowed by a detaileddiscussiorof the
semanticof TTXPath. The reasonthat we give the exam-
plesfirst is to familiarizethereade with the easeof giving
TTXPathqueres.

5.1 Examplesof TTXPath

Let'slook at someexampe queies. RecallthatTTXPath
is usedto specify locationsin an XML document. List
cousse nodesas of Spring 1999 (note that all TTXPath
gueiesoccupy asingleline of text, but dueto columnwidth
restrictiors in this pape TTXPathqueriesarelistedon mul-
tiple lines, pleasdgnore theadditinal whitespace)

/tt-past::slice(’ Spring,
/ depart ment
/ cour se

1999')

In the above query only nodes described as a
depart ment/ course in the versi;m as of Spring,
199 are retrieved. In the following query we usethe
current schemdo queryfor coursenodesthatexistedin the
databaseinceSpring,1999(but may have beendescribed
differently, e.g.,asschool / subj ect).

/ depar t ment
/ course

/tt-past::slice(’ Spring, 1999')

The difference betweerthe two queiesis subtle. Thefirst

guey rolls the documentbackto the versionasof Spring,
199 andthenexecutesan XPathquerywithin thatversion.

The secondquery finds course noces that are in the cur

rentversionandthenrolls backthosenodesto their Spring,
199 counteparts(if they exist). A coursethatwasdeleted
in Fall, 2000would apgearin the resultof the first query

but notin thatof the secondjuer; while a coursethatwas
reachéle via school / cour se in the Spring, 199 ver

sionof thedoaumentis (possibly)in theresultof thesecond
guew, but notthefirst.

List coursesofferedin Spring,199, but not in the fol-
lowing semestefseenext page).



/[tt-past::’Spring, 1999’
/ depart nent
/ course

[not(tt-future::’ Sumer, 1999')]

This queryrolls the databasdackto Spring,199. Then
for eachcoursefound it teststo determire if thatcoursecan
berolled forwardto Summer1999 If the cousehasbeen
deletedthenthereis no versionof it in the Sumner, 1999
shapshb Notethatthenot operaor in XPathevaluatego
trueif thenodesetis empty

List coursesthatarecurrenly offeredthatwerealsoof-
feredin Spring,1999

/ depart nent
/ cour se

[tt-past::’ Spring, 1999']

This queryfindscurrentcousesandthenteststo determire
if someversionof the coursewasofferedin Spring,1999

List cousesthat have not beenrevised since Spring,
199.

/[tt-past::’ Spring,
/ depart ment
/ cour se

[not(tt-future::tt-next())]

This quewy rolls the docunent back to the Spring 1999
shapshb It thenfinds courseinformation. For eachcourse
it teststo seeif any new version of the courseexists; the
tt - f ut ur e axisjustswitcheshetempaal directian.

List coursesurrently offeredthathave beenaddedsince
Spring 199.

[ depart ment
/ cour se
[tt-earliest() &gt; 1999’ ]

The queryfirst finds current courses.For eachnode found
it thenextractsthe time of the earliestversionandensures
thatit is greatethanSpring 199.

List courseghathave beendroppedsinceSpring,1999

1999’

1999

" Spri ng,

/tt-past::’ Spring,
/ depart nent
/ cour se
[not(tt-future::slice(’now )]

Thisquey first findscoursanformationasof Sprirg, 199.
The coursehasbeendroppedif it is not possibleto roll the
pastcoursenode forward to now becauséhatindicatesthe
cousehasbeendeletedsometimeprior to now.

In genery anaudittrail is not possibleto constriet in
TTXPathdirectly sincethetrail couldincludeanunbainded
nunber of revisions. But in an XSLT template, TTXPath
canbe usedto generatell revisions. The following XSLT
templateusesthet t - next () nodetestto iterateover all
previousversiors.

<xsl:tenplate
mat ch="depart ment/ cour se" >
<xsl : copy-of select="."/>
<xsl : appl y-t enpl at es
mat ch="tt-past::tt-next()"/>
</ xsl : tenpl at e>

5.2 XPath

Before describig TTXPath, we briefly summarize
XPath. An XPath quey is a sequenc®f steps. Eachstep
consistsof four parts: a contet, an axis, a noce test and
a list of predicaes The contet is the environment, in-
cluding the context node,in which the stepbegins evalu-
ation. Theaxisspecifiesa setof nodes, relative to the con-
text node, that might be in the result of the step. Possi-
ble axesincludesel f , parent, chi | d, descendant ,
ancest or,descendant - or - sel f, etc. Thenodetest
is apredicatehatis appliedto eachnoce in the axis. Possi-
blenodetestsincludeany andel enent () . Thenocketest
is syntacticallyseparatefrom theaxiswith thestring‘: : .
Thosenodesthat passthe noce testarethentestedby the
predcate(s). A stepmay have several predicateseachde-
notedby braclets. To qudify for aresult,anoce mustpass
evely predcate.A predicatemayitself include oneor more
XPathqueres. A simplesyntaxfor a stepis givenbelow.

axis : nodetes{ 1 [ ]

The resultof a stepis an ordered list of nodes,called,
paraaxically, anodeset Theordeing is basedontheor-
derin which the nodesappearin thedocunent. Thedirec-
tion, documentorder or reversedocunentorder relative to
thecontet nock, is deternined by theaxis(e.g.,chi | d is
documentorderwhile ancest or isreverse). Theresultof
aqueryis theresultof thefinal stepin the quel. Nodesin
theresultof nonfinal stepsareused(in order)asthecontext
nock for thenext step.Syntacticallythe stepsareseparated
by the‘/ ' character A simple syntaxfor a queryis given
below.

/ I

An exanple quey to retrieve the children of the
cour se elementwith a code attribute value of CS451
is givenbelow.

/ descendant -or -sel f:: course
[attribute::code="CS451"]/child::*

Thefirst stepexploresthe descendant - or - sel f axis
from thedatamodelroot. It appliesanelementestto keep
only cour se elements.The predicatefilters thosenodes
thatlack a code attribute of CS451. Thesecondstepfol-
lows thechi | d axisandretrieves any node(the wildcard
is*).



XPath has an abbreiated syntax that shorteis most
queies. A shorter semanticallyequivalentques usingthe
ablreviatedsyntaxis givenbelow.

/] cour se[ @ode="CS451"]/*

Readerdnterestedn further detailsshouldconsultthe
XPathrecommendd#on [30].

5.3 1TtXPath

TTXPathexterdseachpartof XPath. It addsseveralnew
axes,nock tests,andtempoal constructes. In addition, the
queay context is expardedto includethe currenttime, the
refeencetime, andthetempaal order. Thecurrer timeis
thetime at which the queryis initiated. The refeilencetime
is the time, relative to a step, that is consideredhe time
“now”. Initially, therefereretime andthe currenttime are
thesame.But in a TTXPath query the ques’s point of ref-
ererce canbeshiftedto the pastor thefuture by atempoal
nocktest. Therefeiencetimeis critically importantbecase
it specifieswhich snapshoto usein the evaluation of each
XPath piecein a TTXPath quey. Thetempaal ordercon-
trols the ordeing of nodesin a node-set(earliestor latest
first, if it contairs nodesfrom more thanoneversion)

In thefollowing sectionsve preseneachchangen more
detail.

5.31 Transaction-time axes

The following additianal axes are available in TTXPath.
Eachaxis specifiesa tempogl directionto searchfor ver
sions(pastor future) the desiredstatusof the versiors se-
lected(known or bothknown andassumed)andatemposl

order for theresultingnode-set.

tt - past — Selectall pastversias of the context
nock andsetthetempaal order to latestfirst.

tt - past-known — Selectonly known pastver
sionsof the context nodeand setthe tempaal order
to latestfirst.

tt - f ut ur e — Selectonly known, futureversiamns of
the context noce andsetthetempoal orderto earliest
first.

tt - f ut ur e- known — Selectall future versims of
the context noce andsetthetempoal orderto earliest
first.

Formally, the transactiortime axes have the meaning
given in Figure3. We assumehat is the cortext nock,
isthereferercetime, isthecurrenttime,and isthetem-
poral orde. Thecontext is inheritedfrom the ervironmert.

5.32 Transactiontime nodetests

TTXPathadds severalnoce tests,sl i ce(),tt-next (),
tt-next-i mediate(), tt-previous(), and
tt-previous-i nmedi at e(), thataresuppoted only
alongatransactio-timeaxis.

Theslice() testis tempor&timeslice. It takesasin-
putatransactiortime pointliteral andselectgheversia of
thenodecurren atthetime specified.

slice

As a side effect sl i ce() setsthe refelencetime to the
time of theslice( repla@s in theresult).In abbreiated
syntax,if nonodetestis specifieds!| i ce() is used.

The remainng nodetestsare mostly useful for gener
ating audittrails. Thett - next () nodetestchmsesthe
versionof the nodethatis currentfrom amongthe descen-
dentsof the context nock in the snapshotorrespadingto
the modificationtime of the “next” versia on the version
clock. Theinterpretationof “next” depend on thetempo-
ral order. If thedirection is latestthen“next” meansarlier
if it is earliestthenit meandater Let be a partial
fundion thatextractsthe subtreerootedat attime from

,thennext - ver si on() isdefinedbelon. Thecon-
text nocke, refelencetime, curren time, andtempaal order
areinheritedfrom the ervironmert.

next - ver si on

As assideeffed therefelencetime is setto the time of the
next version

The remainig noce tests are similar. The
tt-previous tests opeate in the reverse temporal
orde, while the i mmedi at e variants only consider
changs to the node and its children rather than all
descendnts.

5.33 Transactiontime constructors

Severd tempaal constrietorsareadded. Their namesand
fundionality aredescritedin Tablel. Eachconstructo op-
erateson the context noce and extractsa transactiortime
literal.

Theconstrictorsareusedto extrad thetransactiortime
of anodewhenneeded

6. Related Work

Therehasbeenrelatively little researchn represeting
and queryirg time on the weh Chawatheet al. were the



tt- past
tt- past-known

tt-future

tt-future-known

Figure 3. Semantics of the transaction time axes

| Constructor | Function
tt-timed () Extracttherefelencetime
tt-first() Extractthe modfication time of the earliestversionof anode
tt-last() Extractthereadtime of thelastknown versionof anoce
tt-nmodified() Extractthe modfication time of the currentversionof thenode
tt-read() Extractthe latestreadtime of the currentversionof anode

tt-last-nodified()

Extractthe latestmodficationtime for anoce

tt-last-read()

Extractthelatestreadtime for anode

tt-previous-nodified()

Extractthe modfication time of the previousversion of this node,sensi-
tive to thetemporaorder

tt-previous-read()
tempaal order

Extractthereadtime of thepreviousversionof thisnode, deperisonthe

tt-next-nodified()
tempaal order

Extractthemodifiedtime of thenext versionof thisnoce, sensitve to the

tt-next-read()

tempaal order

Extractthe readtime of the next versian of this node sensitve to the

Table 1. Temporal constructors in TTXPath

first to studytime in an XML-lik e setting[8]. They en-
cockd times in edgelabelsin a semistructureciatatase
andextencedthe Lord querylanguae with tempaal con-
structs.Dyresonet al. extendel their researctwith collaps-
ing andcoalescingperators[13]. The focusof this paper
is on XPath and obsenant systemgratherthan semistruc-
tureddatabaes. Grand andMandredi presentechniqees
for addingexplicit valid-timetimestampsn an XML doc-
umert [15]. More recently Amagaaet al. have presented
a tempoal extersion of the XPath datamodel[2]. They
studiedvalid time ratherthan transactio time in a non-
obsevant system. They encockd the valid time by adding
timestampdo edgesratherthannodesandedges.Nguyen
et al. have researchednddevelopedan obserant system:
a datawarehose for XML data[23]. They focus primar
ily ontechniqiesfor keepirg datafreshin the warehoge
andon integrating upddeswhenthey arrive. Towards this
end they presenanSQL-like querylanguaefor rule-based
triggeringandmonitoiing of updats.

7.Conclusion

Accountirg for transactiortime is essentiato suppat-
ing audit queies that delve into pastdatalase statesand
differential quefes that pinpoint differencesbetweentwo
states.Somevhat surpisingly, transactiortime canbe im-
plemenedin anobsenant systenmthathasonly readaccess
to data. Updatescan be detectedpost facto by tracking
chan@sin obseved states.The detectiondoesnot always
yield certaininformation, andit is important to distinguish
betweerstateghatareknowvn andthosethatareassumed.

This pape sketchesthe TTXPath datamodeland quay
langlage.TTXPathextends XPathwith suppat for transac-
tion time. XPath hasno tempoal semantics.To construct
a TTXPath data model, snapshts of an XML docunent
are obtainedover time by an obsener. The snapshotare
thenmergedandtransactio timesareassociateavith each
edgeandnode.TheTTXPathquerylanguageexterds XPath
with tempord axes,nodetests,andconstriectors. Thelan-
guag extensimsenableéempaal quaiesto benatually ex-
pressedOneimportart featue of TTXPathis thatit reuses



XPath. TTXPathis fully backvards-corpatiblewith XPath.
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