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ABSTRACT
 
This paper presents a novel semi-fragile watermarking 
scheme for image authentication and tamper detection.  The 
proposed scheme extracts content-based image features 
from the approximation subband in the wavelet domain to 
generate two complementary watermarks.  Specifically, we 
generate an edge-based watermark sequence to detect any 
changes after manipulations.  This edge-based watermark 
encodes the invariant relationship between quantized 
wavelet coefficients after incidental distortions.  We also 
generate the content-based watermark to localize tampered 
regions.  Both watermarks are embedded into the high 
frequency wavelet domain to ensure the watermark 
invisibility.  Our extensive experimental results show that 
the proposed scheme outperforms the peer scheme and can 
successfully identify intentional tampering and incidental 
modification, and localize maliciously tampered regions. 
 

Index Terms— Semi-fragile watermarking, wavelet 
transform, content-based image features, tamper detection 
 

1. INTRODUCTION 
 
With the emergence of digital image editing software, it has 
become easier to modify or forge digital information.  As a 
result, watermarking techniques have been proposed to 
protect copyright and prove tampering of the digital content.  
We briefly review related, representative semi-fragile 
watermarking schemes, which embed the watermark(s) in 
the DWT (Discrete Wavelet Transform) domain. 

Kundar and Hatzinakos [1] embed a watermark in the 
quantized DWT domain.  This scheme is robust to JPEG 
compression of more than 50% QF (Quality Factor) and 
achieves a minimum 32×32 detection unit (i.e., the 
distortion area of less than 32×32 cannot be detected).  
Zhou et al. [2] inserts a signature extracted from the original 
image into DWT domain.  However, the signature is not 
robust to image processing and JPEG compression of less 
than 60% QF, and therefore the false alarm rate is high.  
Kang and Park [3] incorporate the just noticeable 
differences feature in the embedding scheme.  Their scheme 
is able to discriminate malicious attacks from non-malicious 
attacks.  However, it classifies JPEG compression of less 

than 60% QF as malicious attacks.  Hu and Han [4] propose 
to extract image features from the low frequency domain to 
generate two watermarks: one for classifying the intentional 
content modification and the other for indicating the 
modification location.  This scheme is not robust to JPEG 
compression of less than 50% QF.  Liu et al. [5] use Zernike 
moments in DWT domain as features for the authentication 
task.  Their scheme is robust to JPEG compression of above 
50% QF and achieves a 32×32 detection unit.  Zhu et al. [6] 
embed the inter-block and intra-block signatures in DWT 
domain using the block-mean-based quantization scheme.  
The inter-block signature is for detecting tampering and the 
intra-block signature is for localizing tampering.  This 
scheme is robust to JPEG compression higher than 60% QF.  
Yang and Sun [7] embed the watermark by integrating the 
human visual model to modify wavelet coefficients of 
vertical and horizontal subbands of image blocks.  The 
embedded watermark is sensitive to malicious attacks while 
robust to JPEG compression down to 30% QF.   

This paper proposes a novel semi-fragile watermarking 
scheme to authenticate the image content by embedding two 
complementary watermarks.  These watermarks are robust 
to incidental distortions (e.g., acceptable content preserving 
operations such as image processing and JPEG 
compression) and fragile to malicious distortions (e.g., 
content altering such as adding an object and removing an 
object).  Our scheme possesses the following six desired 
properties: Watermarks are invisible; any tampering in a 
watermarked image can be detected; watermarks cannot be 
forged or manipulated; the location of altered areas can be 
estimated and the other areas are verified as authentication; 
the original image or its explicitly derived information is not 
needed in the authentication process; and content-preserving 
operations can be discriminated from malicious attacks.  
The remainder of the paper is organized as follows: Section 
2 presents the proposed semi-fragile watermarking scheme. 
Section 3 shows the effectiveness of the proposed scheme 
via extensive experiments.  Section 4 draws the conclusions. 

 
2. THE PROPOSED SEMI-FRAGILE SCHEME 

 
The proposed semi-fragile watermarking scheme consists of 
four components: watermark generation, watermark 
embedding, watermark extraction, and watermark 
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authentication.  In the following subsections, we explain 
each component in detail. 
 
2.1. Watermark Generation 
 
We generate two complementary watermarks to facilitate 
the authentication process.  The detailed steps are: 

1. Apply a 3-level Haar wavelet transform on the 
original image. 

2. Apply the Sobel edge detector on the approximation 
subband (i.e., LL3 subband) to generate the binary 
edge map Wedge, which is the content-based 
watermark and has the same size as the LL3 subband. 

3. Apply the logical “and” operation on two images, the 
LL3 subband image and Wedge, to generate an image 
LL3p, where the pixel intensities at edges are kept 
and the pixel intensities at non-edges are set to 0’s. 

4. Divide LL3p into 8×8 blocks and quantize each 8×8 
block using the standard JPEG quantization table. 

5. Use a predetermined seed S1 to randomly choose k 
pairs of 8×8 blocks, (Ai, Bi)’s, where i ranges from 1 
to k, and k is a half of the total number of 8×8 blocks. 

6. Generate a 64-bit watermark sequence Wi for each 
block pair (Ai, Bi) using the rule: If Ai,j>Bi,j, Wi,j=1; 
Otherwise, Wi,j=0.  Here, j ranges from 1 to 64 and 
corresponds to the column-wise index of each block. 

7. Concatenate block pair-based watermark sequences 
Wi (i=1, …, k) into a binary watermark sequence Wrel, 
which records the invariant relationship between 
quantized wavelet coefficients at 64 corresponding 
positions of each of the k block pairs. 

Most invariant relationships recorded in Wrel will be 
preserved when incidental modification occurs.  So, we use 
Wrel to detect the possible malicious manipulations and use 
content-based watermark Wedge to localize tampering. 
 
2.2. Watermark Embedding 
 
We use the same strategy to embed Wedge and Wrel in 
different subbands at the first decomposition level.  
Specifically, we embed the first half of Wrel in the horizontal 
subband (LH1) and the second half of Wrel in the diagonal 
subband (HH1), respectively.  We embed Wedge in the 
vertical subband (HL1).   The detailed embedding steps are: 

1. Use a predetermined seed S2 to randomly select a 
sufficient number of 4×4 blocks in the chosen 
subband.  We choose 32×k blocks for LH1 and HH1 
subbands and numel blocks for the HL1 subband, 
where numel is the total number of pixels in Wedge.  

2. For each 4×4 block Ci and its embedding watermark 
bit Wi, perform the following operations: 
2.1. Compute the mean X of block Ci. 
2.2. Quantize X by a quantizer q, i.e., Xq=round(X/q). 
2.3. If mod(Xq, 2) (i.e., the remainder of Xq divided 

by 2) and Wi are not the same, add each element 
in block Ci by Xq×q-X+q. 

2.4. Otherwise, add each element in block Ci by 
Xq×q-X. 

Here, q is empirically set to be 12 based on the tradeoff 
among invisibility, robustness, and fragileness.  After all the 
watermark bits in Wrel and Wedge are separately embedded 
into the chosen 4×4 blocks, the 3-level inverse Haar wavelet 
transform is applied to obtain the watermarked image. 
 
2.3. Watermark Extraction 
 
We apply the same strategy to extract watermark bit 
sequences EW1, EW2, and EW3 from LH1, HH1, and HL1 
subbands of the Haar wavelet transform, respectively.  The 
detailed extraction steps are: 

1. Use the predetermined seed S2 to select 4×4 blocks in 
the chosen subband, wherein the watermark is 
embedded.  Specifically, we choose 32×k blocks for 
LH1 and HH1 subbands and choose numel blocks for 
the HL1 subband, where numel is the total number of 
pixels in the approximation subband LL3. 

2. For each 4×4 block Ci, perform the following steps: 
2.1. Compute the mean X’ of block Ci. 
2.2. Quantize X’ by q.  That is, Xq’=round(X’/q). 
2.3. Wi’ = mod(Xq’, 2). 

The watermark bit sequence EW3 is reshaped to the size of 
the LL3 subband to obtain the extracted content-based 
watermark EWedge.  Watermark bit sequences EW1 and EW2 
are concatenated to form the extracted watermark EWrel, 
which represents the relationship between quantized 
wavelet coefficients at 64 corresponding positions of each 
of k block pairs of the probe image. 
 
2.4. Watermark Authentication 
 
We apply the same watermark generation scheme on the 
probe image to generate two watermarks, GWedge and GWrel.  
We compare the generated and extracted watermarks by 
using two measures to respectively estimate the difference 
between EWedge and GWedge, and the difference between 
EWrel and GWrel.  These two measures are further used to 
authenticate the probe image. 

We compute the content-based difference watermark 
image DiffMatrix by taking the absolute difference between 
EWedge and GWedge.  Intuitively, most watermark error pixels 
(i.e., the pixels with a value of 1’s) would cluster in attacked 
regions if malicious attacks were made on the watermarked 
image.  Most watermark error pixels would be spread across 
DiffMatrix if incidental attacks were made on the 
watermarked image.  Fig. 1 illustrates three kinds of error 
pixels.  Specifically, the pixel is considered as maliciously 
tampered if at least two of its eight neighbor pixels are error 
pixels (marked by a solid circle).  The pixel is considered as 
incidentally tampered if only one of its eight neighbor pixels 
is an error pixel.  The pixel is considered as isolated pixels 
(e.g., likely caused by noise), if none of its eight neighbor 
pixels is an error pixel. 
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Based on this intuition, we design a quantitative method 

to decide whether the probe image is maliciously or 
incidentally tampered.  We examine the error type for each 
error pixel.  If the error pixel is incidentally tampered, we 
increase NumofTamPix, the number of tampered pixels, by 
1.  If the error pixel is maliciously tampered, we increase 
NumOfMalPix, the number of maliciously tampered pixels, 
by 1. We then compute the ratio u by dividing 
NumOfMalPix by NumofTamPix.  If NumofTamPix is 0, we 
set u to 0.  In DiffMatrix, the probability for a pixel to be 
detected as 0 or 1 is 0.5.  So, each pixel in DiffMatrix is a 
binomially distributed random variable.  The probability for 
a pixel to be detected as tampered is ½[1 (½)8]=0.4980.  
The probability for a pixel to be detected as maliciously 
tampered is ½[1 (½)8 8×(½)8]=0.4824.  Then the expected 
value of maliciously tampered pixels in DiffMatrix (i.e., 
E(Malicious)) is 0.4824×numel, the variance of maliciously 
tampered pixels in DiffMatrix (i.e., Var(Malicious)) is 
0.4824×0.5176×numel=0.2497×numel, and the expected 
value of tampered pixels in DiffMatrix (i.e., E(Tampered)) 
is 0.4980×numel, where numel is the total number of pixels 
in DiffMatrix.  Let the probability of false positive be 10-15, 
we deduce the threshold for detecting malicious attacks by: 

P(Tmal > ) = 1  P(Tmal < )  
1 [( E(Malicious))/sqrt(Var(Malicious))] 1 10-15 

 > 1727.55  
Tmal  1727.55 / E(Tampered) = 0.8469 

Here,  approaches the normal distribution with expected 
value 0 and variance 1 when numel is large.  Hence, we 
consider the attack on the watermarked image is malicious if 
u is greater than Tmal = 0.8469. 

We also compute the difference watermark sequence 
DiffSeq by subtracting EWrel from GWrel.  We then compute 
the difference error ratio p by dividing the total number of 
error bits (i.e., non-zero elements) in DiffSeq by the length 
of GWrel.  The authentication process is carried out as 
follows by empirically setting T = 0.2. 

1. If p=0 and u=0, the probe image is authenticated. 
2. If 0 p<T and u<Tmal, the probe image is incidentally 

distorted. 
3. If u Tmal, the probe image is maliciously tampered. 

 
3. EXPERIMENTAL RESULTS 

 
To evaluate the performance of the proposed semi-fragile 
watermarking scheme, we conducted experiments on 
various standard 8-bit grayscale images and different kinds 
of attempting attacks by comparing with Yang’s scheme [7], 
a well designed semi-fragile watermarking scheme. 

We evaluate the watermark invisibility on five images.  
Table 1 summarizes the PSNR values after embedding 
similar watermarks using our scheme and Yang’s scheme, 
respectively.  This table shows that all of our PSNR values 
are larger than 35.00 db, which is the empirical value for the 
image without perceivable degradation.  Our PSNR values 
are also higher than or comparable to Yang’s PSNR values.  
The expected PSNR value of 20 testing images is 39.74 db.  
Under no attacks, both schemes successfully classify the 
watermarked images as authentic.  In the following three 
experiments, we test the effectiveness of our scheme under 
different attacks by comparing with Yang’s scheme. 

 

Table 1: Comparison of PSNR values 
 Lena Peppers Baboon Plane Man 

Ours 39.46 39.22 38.95 39.14 41.20 
Yang’s 36.34 39.28 31.94 34.93 36.14 

 

Experiment 1: We performed four kinds of 
representative image processing attacks, e.g., 10 blurring, 
10 Gaussian low-pass filtering, histogram equalization, and 
10 sharpening, on 20 watermarked images.  Since both p’s 
and u’s are used in the authentication process in our scheme 
and Yang’s scheme, we plot the average values of p’s and 
u’s of these 20 watermarked images under each image 
processing attack in both schemes in Fig. 2.  It shows that 
all average values of our p’s are less than 0.15 and all 
average values of our u’s are less than 0.73, which is much 
smaller than the threshold (e.g., Tmal=0.8469) for classifying 
an image as maliciously tampered.  For all image processing 
attacks on 20 watermarked images, the range of our p’s 
values is [0, 0.1938] and its expected value is 0.0922.  The 
range of our u’s values is [0, 0.8449] and its expected value 
is 0.5887.  As a result, our scheme successfully classifies 
the image processing attacked watermarked images as 
incidentally distorted.  All average values of Yang’s p’s are 
less than 0.49 and all average values of Yang’s u’s are less 
than 0.97, which is higher than their threshold (e.g., 0.9246) 
for classifying an image as maliciously tampered.  Based on 
Yang’s classification criteria, the blurred watermarked 
images and Gaussian low-pass filtered images may be 
classified as maliciously tampered and other image 
processing attacked watermarked images are classified as 
incidentally distorted.  It also worth mentioning that our 
scheme produces much smaller u’s than Yang’s u’s under 
all image processing attacks except the sharpening.  All 
these show that our scheme is more robust in classifying any 
image processing attacked watermarked image as 
incidentally distorted (see property 6 in section 1). 

Experiment 2: We performed JPEG compressions 
using QFs of 100% down to 10% with the decreasing step 
size of 10% on the same 20 watermarked images.  Fig. 3 
plots the average values of p’s and u’s of these 20 
watermarked images together with the detection thresholds 
under each JPEG compression attack in our and Yang’s 
schemes.  It shows that all average values of our p’s are less 
than 0.11 and all average values of our u’s are less than 0.73 

Fig. 1: Three kinds of error pixels (a) Maliciously tampered 
pixel. (b) Incidentally tampered pixel. (c) Isolated pixel. 

        (a)                             (b)                            (c)
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for all JPEG compression QFs.  For all JPEG compression 
attacks on various watermarked images, the range of our p’s 
values is [0, 0.1172] and its expected value is 0.0530. The 
range of our u’s values is [0, 0.7895] and its expected value 
is 0.3030.  Consequently, our scheme successfully classifies 
the JPEG compressed watermarked images as incidentally 
distorted.  However, the values of Yang’s u’s are higher 
than their threshold (e.g., 0.9246) when the QF is less than 
60%.  So, Yang’s scheme classifies watermarked images 
with compression down to 50% as incidentally distorted.  

Blurring Gaussian FilteringHistogram Equalization Sharpening
0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.5

Image Processing Attacks

p 
va

lu
e

Yang’s Scheme
Our Scheme

Blurring Gaussian FilteringHistogram Equalization Sharpening
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

Image Processing Attacks

u 
va

lu
e

Yang’s Scheme
Our Scheme

 
Fig. 2: Comparison of image processing attacks on p’s (left) 

and u’s (right) of our scheme and Yang’s scheme. 
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Fig. 3: Comparison of JPEG compression attacks on p’s 
(left) and u’s (right) of our scheme and Yang’s scheme. 

Experiment 3: We performed malicious attacks on the 
same 20 watermarked images.  Fig. 4 compares our 
detection results with Yang’s on three malicious attacks on 
Airplane.  We list p and u values of both schemes under 
each attack, shown above the distorted region in each 
scheme in Fig. 4.  It clearly shows that our values of u’s are 
consistently higher than 0.8469 and therefore our scheme 
considers the watermarked images as maliciously distorted.  
It also accurately detects the distorted regions as shown in 
Fig. 4.  Our extensive results show that our values of u’s for 
20 watermarked images under each malicious attack are all 
higher than Tmal.  However, Yang’s scheme fails to detect 
the small square attack (1st attack) as malicious distortion 
since their u value is smaller than their threshold.  It detects 
the other two attacks as malicious distortion.  However, it 
fails to accurately localize the distorted regions. 
 

4. CONCLUSIONS 
 
We present a DWT-based semi-fragile watermarking 
scheme for image authentication and tamper detection.  The 
proposed scheme generates two complementary watermarks 
in the approximation subband.  An edge-based watermark 
sequence, which encodes the invariant relationship between 
quantized wavelet coefficients, is used to detect any changes 
after manipulations.  A content-based watermark is used to 

localize tampered regions.  Both watermarks are embedded 
into the high frequency domain to ensure the watermark 
invisibility.  Our extensive experimental results show that 
the proposed scheme successfully distinguishes malicious 
attacks from non-malicious tampering of image content.  It 
also accurately localizes maliciously tampered regions.  Our 
scheme is more robust to acceptable content preserving 
operations and more fragile to malicious distortions than 
Yang’s well designed semi-fragile watermarking scheme. 
 

    
 

    
 

    
            (a)                      (b)                   (c)             (d)        
 

Fig. 4: Illustration of (a) maliciously attacked images (b) our 
detected distortion regions (c) distorted regions in our 
DiffMatrix (d) distorted regions in the difference watermark 
image of Yang’s scheme. 
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